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Achieving the Highest Possible
Availability in your OpenVMS Cluster

Keith Parris, HP



(]

P gmm— g\ TR N

UIrcl 1vli 1 D

Bootcamp 2010

Avallabil i1ty Metri cs
Availability | Avail (%) | # Nines Downtime | In units
annually of
0.99 99% 2 3.6525 days
0.999 99.9% 3 8.766 hours
0.9999 99.99% 4 52.596 minutes
0.99999 99.999% 5 315.576 seconds
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Know the Most Failure-Prone Components:
Hardware

Things with moving parts
Fans
Spinning Disks
Things which generate a lot of heat
Power supplies
Thi ngs which are very ne:
“I'nfant Mortality” of el ec
Things which are very old
Worn out



ao
O, e, g RN, i TR R, | S,

I ol IVIEHT DD

Bootcamp 2010

Know the Most Failure-Prone Components:
Software

Newly-written software

V1.0
New features in existing software
Recent fixes for bugs

Seldom-used code paths
Error-handling or recovery code
Previously-unused features

Old code which has worked for years, but around which
the environment has changed recently in some way
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Consider Facilities and Infrastructure

Datacenter needs:
UPS
Generator
Reserve capacity for A/C
Power from two substations
Redundant UPS, Generator
Dual power connections to equipment
Redundant cooling
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Consider Facilities and Infrastructure

The Uptime Institute (http://uptimeinstitute.org) has
produced a white paper which classifies datacenters
Into 4 Tiers:

Tier | (Basic)

Tier Il (Redundant Capacity Components)

Tier lll (Concurrently Maintainable)

Tier IV (Fault Tolerant and Concurrently Maintainable)

http://www.uptimeinstitute.org/wp pdf/(TUI3026E)TierClassificationsDefineSitelnfrastructure.pdf



http://uptimeinstitute.org/
http://www.uptimeinstitute.org/wp_pdf/(TUI3026E)TierClassificationsDefineSiteInfrastructure.pdf
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Consider Facilities and Infrastructure

The Uptime Institute white papersaysn Even a
Fault Tolerant and Concurrently Maintainable

Tier IV site will not satisfy an IT requirement of
Five Nines (99.999 perce

So a datacenter with Best Practices in place can do
“4 Nines” at Dbest
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Consider Facilities and Infrastructure

Conclusion: You need multiple datacenters to go
beyond “4 NI nes”

The Uptime Institute white paper says

NClients with very high av
their end users often consider multiple sites

working in concert. This requires a more complex

IT architecture and networking configuration but

will provide the ability to have the unfortunate EPO
(Emergency Power Off) or fire event at one site be
transparent to the end wuse
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Eliminate Single Points of Failure

Can’t depend on anything
Incorporate redundancy

Examples:
DNS Server at one site in OpenVMS DT Cluster
Single storage box under water sprinkler
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Eliminate Single Points of Failure

Cover the most-often-failing components first,
using redundancy

Also consider consequences of failure of any
component, however unlikely

Even things thought to be very reliable and proven
can still sometimes fail

Design to accommodate a failure of any
component

HP Restricted
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Eliminate Single Points of Failure

Insufficient capacity can also represent a SPOF
e.g. A/IC

Inadequate performance can also adversely affect

availability

Cross-train staff so no individual person becomes

a SPOF
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Eliminate Single Points of Failure

Even an entire disaster-tolerant OpenVMS cluster
could be considered to be a potential SPOF

Potential SPsOF for a cluster:

Single SYSUAF, RIGHTSLIST, etc.

Single queue manager queue file

Shared system disk
HP Reliable Transaction Router (RTR) Software can
route transactions to two different back-end DT
clusters
Some customers have provisions in place to move
customers (and their data) between two different
clusters
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Detect and Repair Failures Rapidly

MTBF and MTTR both affect availability

Redundancy needs to be maintained by repairs to
revent outages from being caused by subsequent

ailures
MTBF

Availability = -----------m-ememmmeeo

(MTBF + MTTR)

!\/I?arfl Tlime Between Failures quantifies how likely something
IS to fai

Mean Time To Repair quantifies how quickly a problem can
be resolved, and it affects the chances of a'second failure
causing downtime

We must detect failures quickly so repairs can be
Initiated quickly
This requires proactive monitoring
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Detect and Repair Failures Rapidly

Detect failures quickly so repairs can be initiated
Detect cluster node failures

Track shadowset membership

Use LAVCSFAILURE _ANALYSIS to track LAN cluster
Interconnect failures and repairs
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Take Advantage of Increased Redundancy
Levels with OpenVMS

OpenVMS often supports 3X, 4X, or even higher
levels of redundancy

LAN adapters
Use Corporate network as backup SCS interconnect

Fibre Channel HBAs and fabrics

3-member shadowsets
Up to 6 members with OpenVMS 8.4

Multiple-site Disaster Tolerant clusters

Protect against loss of entire datacenter sites; even loss of
multiple entire datacenter sites
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Allow fail-over mechanisms the freedom to work

Leave options open for fail-over in case they are
needed:

e.g. enable MSCP server on all nodes in the cluster
even though you expect direct SAN disk access to be
t he nor m, “—thissan allowyowtarisies ”
through things like an HBA failure on a node
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Solve Problems Which Occur Once and For All

Record data about failures so they can be solved,
and not occur repeatedly

Put Console Management system in place to log
console output

Take crash dumps
Log service calls; follow up on them
Insist on getting fixes for problems
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Avoid Problems

e Ensure that documentation is accurate and up-to-date

 Ensure that equipment and cables are fully and
correctly labeled
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Always Have Reserve Capacity

e A system that is not performing adequately is arguably
vz2u uzultte al @At lof S¢

e Configure extra capacity to smoothly ride through
peaks in workload

e Running at or near saturation presents additional risks:
— Taking code paths not often taken and thus untested

— Taking error paths, likewise untested
— Exposing latent race conditions
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Record Data and Have Tools in Place in Case
You Need Them

Avallability Manager
Real-time performance monitoring
Can fix some problems on-the-fly

Can troubleshoot problems even when system is
hung

Performance Data Collector
e.g. T4, PerfDat

Allows looking at performance problems after-the-
fact, as well as spotting trends and anomalies

SDA, SDA Extensions
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Consider Component Maturity

Reliability of products tends to get better over time as
Improvements are made

ECOs, patches, quality improvements
Common advice 1S

Never use
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Consider Component Maturity

Don’ t be the fi1rst t o use a

Not enough accumulated experience in the field yet to find and
correct the problems

If 1t°s working well, don’t
“mature”™ product Just becau
anymore

Don’t be the |l ast to contin

technology past the end of its market life

Support eventually goes away, and support quality certainly
degrades over time as memory fades
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Implement a Test Environment

Duplicate production environment as closely as
possible

Run your unique applications

Same exact HW/SW/FW if possible

Same scale if possible

Test new things first in the Test Environment, not
In the Production Environment

May be able to leverage this equipment for

Development / Quality Assurance / Disaster
Recovery to help justify cost
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Software Versions and
Firmware Revisions

Stay on supported versions
Troubleshooting assistance is available
Problems you encounter will get fixed

Don’ t be the fil1rst t o r u

Don’t be the | ast to upg
(support personnel tend to forget details of issues

on ancient releases)
Test new versions In a test environment first
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Patches and ECO Kits

Monitor patch/ECO kit releases
Know what potential problems have been found and fixed

Consider the likelinood you will encounter a given problem
before installing the associated patch

If you require high availabllity, consider letting a patch

“age” a while after rel ease
production
Avoi ds 1 nstalling a patch only

a problem
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Patches and ECO Kits

Install patches/ECO kits in test environment to detect
problems with the fix in your specific environment

Avoid waiting too long to install patches/ECO Kkits, or you
may suffer a problem which has already been fixed
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Managing Change

Changes In either the configuration or environment
Introduce risks

Change Is unavoidable; changes in the
environment around the system will dictate that
changes occur within the system to keep down
risks

Change must be managed, not prevented

There must be a trade-off and a balance between
keeping up-to-date and minimizing unnecessary
change
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Managing Change

New features often introduce new bugs
Fixes to problems can themselves sometimes
cause new problems

Try to change only one thing at a time

Makes it easier to determine cause of new problems,
and makes it easier to back out changes
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Managing Change

Each change proposed should include a
documented, tested back-out procedure

In very rare cases, the nature of a change is such that
it actually cannot be backed out once implemented; in
this case, this fact needs to be documented, the
additional risk recognized, and preparations put in
place to fix any problems moving forward

Test any changes first in a test environment
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Managing Change

Plan for regular, periodic scheduled downtime for various
maintenance activities. Even on OpenVMS, some activities
may require periodic application downtime:

Disk defragmentation

Indexed file reorganization
Do cluster configuration and application design or re-design
with availability in mind:

Can you do on-line backups, or must you take the application

down to get a consistent backup?

Can you divert data updates to
them after a scheduled outage?

In most cases, you WILL have downtime. Your choice is
whether you want it to be mostly scheduled, or
unscheduled downtime.

HP Restricted
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Managing Change

When a new problem occurs, it iIs common to
scrutinize recent changes to see if they could
possibly have caused or contributed to the
problem

So change tracking is a valuable part of change
management

But keep in mind that things outside the control of
the change management process can also cause
problems

HP Restricted
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Computer Application of Biodiversity

Using a mix of different implementations improves
survivabllity

Examples:
British Telecom’s X. 25 net
GIGAswitch/FDDI and Cisco LANs
Cross-over cable as cluster interconnect
DE500 and DE602 LAN adapters
Shadowing between different disk controller families
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Minimize Complexity, and the Number of
Things Which Can Fall

Try to minimize the number of things which could
fail and cause an outage or disruption

Examples:
Simplest hardware necessary for a task
Minimize number of tiers for a service

Cluster state transitions: minimize node count in
cluster

Shadowing merges: reduce nodes which mount a
shadowset to those which actually use it
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Reduce the extent of impact of a failure

Popul ar adage: “Don’t pu
same basket?
Minimize the effect of any single failure.

Techniques:
Preserve the independence of different resources

Division of services into portions so that failure of one
portion doesn’t affect all

This is a trade-off between span of impact, and complexity
and thus frequency of failures

HP Restricted
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Reduce the extent of impact of a failure

Be cautious about sharing resources among
unrelated services, despite the lure of cost savings

Shared storage subsystems
Server virtualization

HP Restricted
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Reduce the extent of impact of a failure

Anything connected together might interact
Try not to connect together redundant components

Sometimes an inoperative component can prevent
another redundant component from working

Incorporate into the system design ways of removing,
Isolating, or avoiding the use of a failled component

HP Restricted
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Questions?
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Speaker contact info:

E-mail: Keith.Parris@hp.com or keithparris@yahoo.com

Web: http://www2.openvms.org/kparris/
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